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Introduction 

The goal of this document is to illustrate how LeanXcale can be used for smart-grids, 

along with its most relevant features and how it can solve the main challenges that 

utilities have in this environment. 

Additionally, reference architecture will be presented, along with a demonstration of the 

use it has in cases it solves, and the business benefits that it provides. 

 

Smart-grid 

With the advent of the 21st century, a series of social, technological and legislative 

changes that had a strong impact were made in the utilities industry. Some of them 

are: 

● Legislative: The European Union has as an objective for 2020: 

⮚ To reduce 20% the greenhouse gases in relation to the 1990 levels. 

⮚ To increase the energetic efficiency by saving 20% of the consumption in 
relation to the 2020 forecast. 

⮚ That 20% of the produced energy would be generated by renewable 
sources. 
 

● Consumption Patterns: The increase of electrical waste generated by people 
and companies has tripled during the last 40 years (Figure 1). 
 

● Technological:  

⮚ The electric car, thanks to the technological improvements of the batteries 
and the appearance of the scaling economy. 

⮚ The emergence of new technologies. For example, selling solar panels at a 
price that allows the self-consumption and the self-generation. 

Electrical companies thus need to strengthen efficiency due to all these changes. This 

objective, along with the technological advances, has thus made the concept of a 

smart-grid appear. 
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It is understood that the smart-grid involves the use of technology for the efficient 

management of electricity, and it is aimed at improving the production and distribution 

of electricity, along with optimizing the relation between the offer and demand. 

 

Technologies on which smart-grid is supported 

Matching the offer and demand in an efficient way would imply the development of two 

new concepts: 

● Tele management: This new feature in the grid allows the company to know the 
company the user consumption habits. 
 

● Demand’s active management: This is the set of the utility’s actions trying to 
influence the customer consumption. Subsequently, the customers’ 
consumption can be optimized based on their previous behavior and other 
variables, such as meteorological conditions.  

The smart-grid concept is mainly based on three technologies: 

● AMI (Advanced Metering Infrastructure): To increase the efficiency needed in 
the modification of consumption habits, the AMI system allows tele-

Figure 1: Electric consumption in kilowatts hours per capita (Source: https://www.google.es/publicdata) 
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management and the characterization of consumption habits. Additionally, it 
allows communication with the user to promote better consumption habits. 
 

● DER (Distributed Energy Resources): Distributed generation and storage 
provide advantages like the reduction of losses due to transport, risk 
diversification against failure, and cost reduction of new investments in its 
infrastructure. On the other hand, the increase in the number of electrical 
vehicles implies the possibility of a storage option to soften the deviation of 
overproduction. 

 
● ADA (Advanced Distribution Automation): These lie in the infrastructure’s 

advanced control methods, which allow it to automate the prediction and 
maintenance of the grid in real time. 

 

Challenges of a platform  

All these technologies - AMI, DER and ADA - share a common link: the real time 

management of a great volume of data. 

● Data volume: Smart-grid implementation has drastically increased the data 
volume due to the use of smart-sensors on the network and the opening of 
smart counters. For example, a smart counter normally communicates every 15 
minutes, while the previous iteration of it collected information once per month. 
This means the information has been multiplied by 2880 times, which is more 
than 3 orders of magnitude. This increase in transmitted information volume 
becomes a hurdle when there are massive deployments or a large number of 
clients.  
 

● Real time: Transforming the data in actionable information that is exploitable 
in the shortest period possible is crucial due to the fact that energy cannot be 
stored, and the generation should be matched with the demand at each 
moment. 

 

What is LeanXcale? 

LeanXcale is a database designed for companies with intensive data usage. 

It is an ultra-scalable SQL operational database that contains all the ACID properties. 

This is possible thanks to a patented transaction technology that has enabled the 



The use of LeanXcale in a smart-grid 

 

 

 

 

4 

 

development of a database engine that is completely transactional and its distribution  

can be used at any scale thanks to its linear scalability. 

LeanXcale supports hybrid workloads (operational + analytical). This ability prevents 

the need to have two databases: an operational one and a data warehouse and 

reduces the need to copy data overnight by means of ETLs (Extract-Transform-Load). 

LeanXcale scales in all the dimensions that a company needs: 

● Volume: up to petabytes. 
● Speed: up to millions of transactions per second. 
● Variety: allows native SQL, key-value and, soon, JSON. It also allows polyglot 

queries in SQL and NoSQL (key value data storage, graphics database, data 
storage aimed to documents, Hadoop data lakes). 
 
 

Main technical LeanXcale features for smart-grid  

LeanXcale gathers a set of disruptive technologies that makes its usage in smart-grids 

idea. 

In this document, five features are highlighted, as these are ones that are more relevant 

for smart-grid platforms needs: 

● Fast data loading through a direct key-value API. 
● Optimization for time-series. 
● Iguazu, horizontal scaling transactional technology. 
● On-line aggregations. 
● Hybrid Transactional Analytical Processing (HTAP). 

The direct API and the optimization for the time series have great relevance for loading 

data in real-time efficiently. 

The Iguazu technology enables the usage of single database, thereby satisfying the 

data volumes managed by a utility at stage. 

HTAP, the online aggregations, and the optimization for time series, enables LeanXcale 

to directly interact with the information as soon as it is measured, without having to 

wait for batch processes. 

The following section describes it in detail. 
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Direct key-value relational API (KiVi)  

As it was previously mentioned, one of the greatest challenges facing the architectures 

for smart-grid faces is the large information volume generated by counters and 

sensors. Extremely high insertion rates are required, and these are on levels that 

traditional SQL databases are not able to support. That is why normally key-value 

databases are used. Key-value data stores can ingest data at a very high speed at the 

expense of losing the ACID properties and the ease of SQL queries. The development 

of queries with key-value databases is notably more expensive than when doing it with 

SQL databases. In key-value data stores, data coherence is lost (they do not provide 

transactionality). Additionally, they do not provide a query language, which then makes 

it more costly to write queries, especially when correlating data from different tables (in 

SQL is made trivially making joins). Aggregations, grouping and sorting is also not 

supported by key-value data stores. 

LeanXcale has three layered subsystems, just like any other operational database: data 

storage layer, the transactional management layer, and SQL query engine layer. In 

LeanXcale case, the three layers are autonomous subsystems. Particularly, the storage 

layer, KiVi, is a key-value and relational data storage, which is a proprietary technology 

developed from scratch by LeanXcale. 

The difference that KiVi has from the existing key-value BBDD is that the BBDD is 

without a scheme, while the KiVi has a relational scheme. This allows an 

implementation of the processing of queries in a very efficient way, regardless of 

whether all the layers are distributed.  

Thus, it can be taken from the sensors and counters directly through the key-value API, 

which would avoid the SQL overcharge, but this insertion continues to be totally ACID, 

and when the data is introduced in the relational charts, it would be available later 

through the standard SQL interface. 

With this approach, LeanXcale combines the best of worlds, the data storage of 

NoSQL key-value and the SQL manager, in an ideal database catered for a smart-grid 

environment.  
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Optimization for time-series 

 

On one hand, the charges for data collection by accountants and smart sensors are 

very intensive due to the data ingestion. On the other hand, the performance of the 

database is also dependent on the efficient use of the cache.  

LeanXcale is optimized to handle temporal series with an optimal use of the cache, 

providing top performance for the ingestion of this kind of data. 

This approach is optimal for smart-grids, since most of the collected information is in a 

temporal series. 

 

Iguazu, horizontal scaling technology 

As has been noted, the sheer volume of the information that needs processing is one 

of the greatest challenges. Traditional SQL databases, which have ACID features, do 

not scale horizontally (they are centralized) or the ones that scale horizontally do not 

Figure 2: Linear scaling TPC-C. 1 to 36 nodes 
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make it linearly. The lack of linear scalability results in cluster with an example of 10 

nodes would only have the performance of 3-5 nodes. This lack of linear scalability 

prevents their application in scenarios like Smart Grids, which would have a large data 

ingest. That is why in the last few years, complex architectures have been used 

regardless of whether they have known problems, or it have been scaled vertically 

using an expensive software, which would usually be the mainframe. 

 

Figure 3: scaling to millions of transactions per second 

 

LeanXcale has developed the patented Iguazu technology. This allows it to scale 

horizontally and linearly on up to hundreds of servers. It uses a distributed algorithm 

that processes massive amounts of transactions in parallel while guaranteeing all the 

ACID properties. 

LeanXcale has a share-nothing architecture that allows it to run on an on-premises 

cluster or in cloud. Any volume can be handled by simply adding new servers that have 

excellent performance per node. Thanks to its linear scalability behavior, hundred 

nodes would then provide a performance which is 100 times that of a single node.  

TPC-C has been used as a reference point to show LeanXcale linear scalability. TPC-C 

is the standard industrial benchmark of reference for operational databases. 

In Figure 2, the results of the TPC-C reference index can be seen with a group of 36 

nodes. Each node has 12 cores (Old 2007 CPU, Dual Xeon Intel Xeon x3220 2.40 GHz 

CPU with 6 cores each one). 
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Figure 3 shows the scalability of the transaction manager. To stress it, the smallest 

multi-row transaction was used with two rows of two columns. The data managers and 

loggers were removed to see how many transactions per second could be committed 

by the transactional manager. 

As shown in Figure 3, LeanXcale could reach 2.35 million transactions per second 

with a 16-node cluster (same 12-core nodes as before) dedicated to the transactional 

manager. 

As shown, LeanXcale is prepared to handle data at any volume, which makes it excel 

over commodity hardware. That, combined with its inexpensive license, makes 

LeanXcale the market’s lowest cost per transaction program and makes it an ideal 

option for its usage within smart-grid architecture. 

  

Hybrid Transactional Analytical Processing (HTAP) 

The ability to transform the captured data into information and take decisions in a 

short period of time is essential in a smart-grid. However, traditional operational 

databases do not support analytical queries well, and companies have resorted to data 

warehouses for its processing. Unfortunately, this separation of two databases forces 

them to implement ETLs to copy data from the operational database to the data 

warehouse during the night. This would then result in the doing of analytics over stale 

data that would have been derived from yesterday. 

Additionally, this approach is expensive, since several systems have to be maintained 

with different specialized support equipment in addition to the ETL process itself. In 

modern architectures, it is estimated that ETLs would represent 80% of the cost of 

business analytics. In other words, the cost is 5 times greater when using ETLs. 

LeanXcale is a database that blends operational and analytical capabilities in a single 

database manager. This ability has been minted as HTAP (by Gartner), translytical (by 

Forrester) or HOAP (by 451 Research). This kind of database further allows it to make 

analytical requests over the operational data. 

LeanXcale is equipped with a distributed data warehouse engine (OLAP). The OLAP 

engine distributes the queries across multiple nodes to answer analytical queries in 

online response times. The engine works over the operational data, and this is possible 

thanks to the ultra-scalability of its transactional manager and the innovations within 
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the storage engine that makes it efficient for operational and analytical workloads and 

for any combination of them. 

This feature allows the real time analysis, so the decisions can be taken when the 

events happen and not when the insights have perished and cannot be exploited. The 

real-time analytics would thus result in considerable savings through enabling a closer 

adaptation of the production to the demand. 

On-line aggregations 

Many of the KPIs required by the monitoring dashboards and analytics require heavy 

aggregation analytical queries. As such, LeanXcale allows for: 

● Compute aggregations as data is ingested as part of the transaction that is 
inserting the raw KPIs. 

● By computing aggregations in real-time, aggregation analytical queries become 
costless as they become single-row queries that read the relevant row from the 
relevant aggregation table. 

LeanXcale has developed a new semantic concurrency control that allows a 

calculation of the added values as part of the original transaction that adds data. 

In the smart-grid case, it cannot only aggregate data as it is ingested in a table for the 

smart counter readings but would also be able to calculate different aggregation levels. 

This feature works at any volume and with any scale. 

Consequently, one can always know the aggregated consumption of all the clients in 

UK, in London, or in Trafalgar Square. This feature eases the later exploitation by the 

Machine Learning models and would mean production savings, fraud detection or 

failure detection.  

 

LeanXcale integration in an enterprise architecture 

The most common data management architecture in a smart-grid platform that 

consists of five parts: 

● Data sources 
● Data messaging/ingest 
● Data storage/processing  
● Data analysis  
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● Data display 

LeanXcale provides significant advantages in several phases of this structure. Given its 

versatility, LeanXcale can be used as a key-value data store, like a relational BBDD or 

as a data warehouse, or any combination of them. That is, all in one engine, without 

having to copy the data with an ETL.    

A reference architecture using LeanXcale is shown in Figure 4. 

 

Figure 4: Type of architecture with LeanXcale 
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Intake 

KiVi is LeanXcale distributed storage engine. It has been designed from the ground up 

with a totally innovate architecture. This architecture is radically different and is 

designed to minimize the usual expenses incurred from most storage engines. Context 

changes are avoiding, and there is threads synchronization and remote access to the 

NUMA memory, all of which are benefits that profit from more than 20 years of 

operative systems research. This new storage engine takes advantage of all LeanXcale 

value, making its transactional processing parallel.  

As was previously seen, KiVi is a relational key-value engine that offers a direct 

interface. This interface allows for the data intake to be processed at very high rates 

efficiently, avoiding the SQL processing overcharge. As such, it is ideal for data intake 

since the sensor platform can use this direct interface to insert a large bandwidth in 

the KiVi. 

Within the business environment, LeanXcale can be integrated with Kafka+ Apache 

Nifi.  This integration would provide asynchronous access from devices and allow for 

dynamic transforming and routing. 

Apache Kafka is a message broker project. The project goal is to provide high 

performance and a low latency unified platform, in order to allow for real time data 

source handling, which can also be cluster deployed. 

Apache Nifi is an engine for executing routing flows and data transformation. Simply 

said, it charges data from one source, puts them through a processes flux for its 

treatment and then dumps them in another source depending on certain guidelines. It 

can be managed, defined, and monitored through a completely visual environment. 

Apache Nifi can be also configured in a cluster, and LeanXcale provides extensions for 

its direct connection with KiVi. 

LeanXcale can be integrated with multiple platforms and this concrete combination 

allows for the simple management, easy availability, and monitoring of the information 

sent by the different sensors and counters and, in its entirety, on any scale. 

 

Analysis 

LeanXcale can also be used as an operational data lake at an affordable price, but with 

a transactional consistency and with a much faster response time. 
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By using it as an operational data lake that can easily be translated into the relevant 

data would mean that scientists would not have to wait for the data upload to be 

completed, and they lose time in the creation of models, training them, and obtaining 

results about inconsistent information. 

LeanXcale offers an Apache Arrow-based interface which offers a consistent 

dataframe of the operational information received until that exact moment. 

Arrow can be exploited by Spark, Tensorflow or R, and this represents the Machine 

Learning default industry standard. Additionally, it can be integrated through JDBC, 

which would be from a notebook like Apache Zeppelin. 

Apache Zeppelin is an implementation of the web concept of a web notebook that is 

centered in interactive data analysis through languages and technologies like Shell, 

Spark, SparkSQL, Hive, and R… 

The notebook allows a sharing of your processes, algorithms and ideas with others, so 

they can understand, modify and adapt them to their needs. 

 

Display 

The smart-grid platforms produce high data amounts that should be puzzled out with 

analytical requests, as LeanXcale is a HTAP database. This would mean that it is a high 

performance distributed OLAP engine that can solve analytical queries about 

operational data efficiently and without using ETLs.  

That data can be analyzed with a visualization system that is looking for knowledge, 

value and an efficiency improvement, presenting them in an intuitive and nice way. For 

this purpose, business intelligence (BI) systems are normally used 

LeanXcale can be integrated with the most popular BI, like QLink, Tableau, Power BI 

or Open Source solutions like Apache Superset, through a standard OData interface. 

Of course, any other BI tool that supports JDBC or ODATA connectivity can be directly 

integrated too. 
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Benefits for the utilities of using LeanXcale 

The usage of LeanXcale has a differential value in several points of typical data 

architecture, but you get a higher benefit when using LeanXcale as a data repository in 

a smart-grid. 

 

Improve efficiency for shorter time-to-action 

The generation of energy has some limitations: today, you cannot find storage at 

industrial level and it is therefore important to have adequate real-time generation with 

the precise demand.  

Nevertheless, a smart-grid platform commonly has an architecture that goes through 

several stages between the collection the data and when it is exploitable: 

1. The sensors send their data to an IoT platform. 
2. The data is fed to a data lake and/or a key-value database. 
3. The data is processed. 
4. The data is sent with an ETL to an analytic BBDD 
5. The data is prepared to be presented in dashboards, reporting, etc. 

Previous exploitation of data involved long and complex process that led to decisions 

being postponed and blind periods being produced, in which the companies have not 

processed the information they have collected. 

This would also mean that forecasting could not be done in the short term and there 

would be a need to generate a production surplus to avoid problems during the blind 

period. 

LeanXcale offers a unique engine where all the collected information at all times can 

be fed can be analyzed and displayed. Avoiding the need to have change systems 

leads to a lower time-to-action and therefore, higher efficiency. 

The energetic company can reduce the overproduction margin because it knows it can 

react in a shorter period. LeanXcale is an essential enabler for the smart-grid’s 

ultimate objective: efficiency. 

 



The use of LeanXcale in a smart-grid 

 

 

 

 

14 

 

More efficiency for greater granularity. 

The higher the granularity in the information, the better the short-term forecast would 

be. The better the short-term forecast is, the lower the overproduction will be in order 

to avoid the fall risk. The lower the overproduction is, the higher the benefit. 

Indeed, the ability to manage a lower granularity is determined, among other things, by 

the ability to handle data that the persistency architecture has. 

The databases have been limited by the ability for the relational engines horizontal 

linear scaling. This has caused the need to maintain the use of mainframes until today, 

as well as the use of complex architectures.  

Since LeanXcale can grow horizontally and linearly without difficulties, it can raise the 

granularity of the data and lead to an increase in efficiency and benefits. 

 

Time-to-value 

LeanXcale is an incredibly flexible BBDD engine that can be used for the intake, 

analysis or display. It is able to handle operational and analytic traffic, and this 

versatility means that with LeanXcale, the architecture is simplified. 

As such, both the initial development and the new abilities development implies a 

modification of fewer systems and make the needed time to effectuate them lower. 

This is ideal for platforms with a continuous development, especially in agile 

environments, since the required time lead required between the point in which a new 

idea is generated to the point of its execution in production is much lower.  

 

Property’s total cost reduction 

The fact that the LeanXcale is so flexible and versatile also makes the total cost of the 

software property much lower. 

This versatility makes the smart-grid architecture much simpler, therefore the 

development and maintenance cost will also be much lower. There is no need for the 

specific knowledge in operating an endless amount of technologies as the same team 
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can develop all usage cases and solve the issues that previously required a varied 

number of different equipment. 

LeanXcale is executed in hardware commodity affordable at any scale, as it scales 

horizontally in a linear and efficient way. This means that for high volumes it would not 

need to scale vertically over mainframe or expensive appliances. 

Finally, LeanXcale offer inexpensive annual subscriptions, including 24x7 support. The 

applications cost an order of magnitude less that the equivalents that are based on 

traditional databases.  

 

Usage cases enabled by LeanXcale 

LeanXcale can also be used as an operational data lake in a smart-grid environment, 

enabling multiple use cases. Some of them are described below. 

Self-supply  

In the last few years, self-supply has been regulated. It raises a big monitoring, 

calculation and management challenge with regards to energy. 

Some of these new challenges are: 

● Renewable energies are highly varied, since they are strongly dependent on the 
climate conditions, which are not reliably estimated in ranges higher than 3 or 5 
days. 

● The inclusion of this kind of energy produces, with bad management, 
disturbances in the system, but if it is managed right, it can generate high 
efficiency levels. In studies made in the UK, reductions of up to 24% in house 
bills with this type of installation have been observed. 

● The surplus should be consumed in the most local way to avoid transportation 
losses. 

● It is necessary to make the calculation of the compensations made by the 
surplus and for the power consumed. 

To support these initiatives, a technology that it is already being deployed along with 

the solar energy panels would be the smart investor. This investor allows the exchange 

of information with the smart grid. 
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A standard investor basic function would be to transform the output of variable 

continuous current (CC) of a photovoltaic solar system in alternating current (CA), 

which can then be injected to the electrical net or used locally. 

The smart investors, apart from making this standard function, would address some of 

the associated challenges with renewable energy integration in the electrical grid 

through a monitoring and communication of the grid state, the ability to receive remote 

operation instructions, and the ability to take autonomous decisions for the 

maintenance of grid stability and reliability.   

Advanced investors are used to support the electric grid through: 

● Ability to “ride through” small frequency or voltage disturbances. 
● Ability to inject or absorb electricity within or outside the grid: the advanced 

investors’ ability to feed or take electricity from the grid makes the system more 
stable. 

● Ability to provide a “slow start” after an electric shut down to prevent cascade 
failures. 

For instance, this new scenario foresees the installation of around 400 MW for annual 

self-consumption, which will avoid the emission of more than 4 million tons of CO2 in 

Spain and will change the pattern of consumption. 

A LeanXcale data lake would thus allow for efficiency improvement in this scenario, 

allowing for the optimum way of managing smart investors. 

Thanks to the direct KiVi API, LeanXcale can ingest data in real time at any volume, and 

these datasets can be regarding meteorological conditions, the local demand (smart-

meters), and the surplus of self-consumers. 

This information can be modeled and processed by developed applications, among 

others, in Spark or Tensor Flow, thanks to the integration through Arrow.  

These models can also act directly over the operational data without the need of ETL, 

thanks to the use of online aggregations, the LeanXcale HTAP capability, and its 

optimization for temporal series. 

With LeanXcale,  the real time analysis ability for any data volume turns the challenge 

of managing the surplus of the local renewable energy producers into an opportunity 

for achieving a cheaper energy mix. 
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Vehicle to grid 

The electric vehicles will play an important role in the transformation of the energy and 

transportation sectors. 

The use of the electric vehicle (EV) as an answer for the dependency of fossil fuels and 

the related pollution thus presents a series of opportunities, like an increase of the 

electrical consumption or the possibility to make active use of batteries and relate its 

charge to the punctual overproduction of renewable energies.   

Through observing this scenario with more detail, it can be seen: 

● An increase in the use of the electrical car: according to the forecasts, the 
electrical mobility global development will significantly accelerate during the 
next few years, which would pose a serious challenge for the energy systems. 
The signed statement that was confirmed during the Climate Summit in Paris in 
December 2015 establishes that, by 2030, the rate of electrical vehicles in 
world’s fleet should at least reach 20%.  
 

● Renewable energies: Based on the application of the European Union climate 
and energetic policy, the renewable energy sources (FER) rate in combination 
with energy generation has been systematically increasing. The environmental 
values and the wide accessibility of these sources have become the main 
factors that contribute to the development of electromobility in the EU. 
 

● Vehicle to Grid (V2G) is a technology that allows for the bidirectional electricity 
flow between an electric vehicle and the electrical net. Thanks to V2G, apart 
from being used for transportation, vehicles can also play the role of being an 
integrated storage area with the net thanks to the bidirectional electricity flow. 
This would allow for the “buying” of energy in low demand periods and high 
electric energy generation and then “selling it” again when demand peaks at a 
higher price. 

The mobile storage introduction in the electrical net is especially important from the 

flexibility point of view of the energy systems, and this would mean that there would be 

a need for the net capacity to balance the energy of the offer and demand in a relatively 

short period of time.  

LeanXcale enables a computation of all the aggregations in real time and model these 

dependencies, allowing the grid company to determine the right response at each 

moment.  
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With a LeanXcale-based data lake, it is possible to make a precise forecast of local 

consumption. Thanks to its KiVi engine, LeanXcale can process information at any 

volume and include real-time of meteorological conditions, smart metering, and 

connected batteries.  

Thanks to the integrations with LeanXcale, this information can be modeled with the 

most popular Machine frameworks and Deep Learning. These models can then make 

short term forecasts since they can directly act over the operational data without the 

need of ETL, thereby taking advantage of the online add-ons, LeanXcale HTAP 

capability, and its optimization for temporal series. 

LeanXcale acts as an enabler for: new business models allowing the cooperation 

between electric vehicles and grid users. It reduces the need to construct new centrals 

by profiting efficiently from the unplanned non-renewable energy overproduction or 

through valley hours production. 

 

Demand’s active management 

Demand active management programs have existed since the 70’s. For example, 

California utilities companies have used these programs to maintain energy 

consumption per capita almost constantly during the last 30 years. 

Nevertheless, the first DSM (Demand Side Management) programs wave was limited 

by the technology available: the measurement and verification efforts took a long time 

and were expensive, which made them focus solely on big clients. 

The next DSM programs wave promises to change that, in that aspect, the efficiency 

and energy consumption level in the global economy. 

A LeanXcale data lake based on the smart-grid provides the needed scalability for the 

demand management to be profitable. 

A DSM program is mainly based on two concepts: 

● Load shifting demand response programs (DR) transfer the charge to the client 
during the high demand periods, promoting its use in low demand periods. This 
may reduce the peak demand (the 20-50 hours of highest demand throughout 
the year) or the daily peak demand (the maximum peak demand for 24 hours 
period). 
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● Energy Efficiency: consists of two types of actions:  

⮚ Energy saving programs that motivate the clients to lessen energy usage in 
exchange for money. 

⮚ The energetic efficiency programs allow the clients to use less energy while 
they receive the same level of end-service. The pilot projects have shown 
that real time access to the information provided through smart grids can 
reduce energy consumption by up to 18%.  

Based on its work with the main utility companies, McKinsey has also identified six key 

factors1: Rates, incentives, access to information, technology and controls, education 

and marketing, and client knowledge and verification.  

● Rates. Making the electricity prices better reflect the generation cost.  
● Incentives. To promote participation in demand management programs, such 

as reimbursement checks.  
● Information access. When the consumers have information access in real time, 

they become more moderate in their usage.  
● Utility controls. The direct charge control programs are used to stop the 

demand, such as modifying the air conditioner temperature during the critical 
periods of highest demand.  

● Education and marketing. Client’s education about the DSM programs benefits 
and technology. 

● Clients’ knowledge and verification. An interesting benefit of the smart grid is 
that it allows a verification of the DSM programs’ impact in different temporal 
timeframes. 

An architecture based in LeanXcale enables this active demand programs with very 

little cost in development. 

With the direct API, KiVi information can be ingested from all the smart meters at a 

much higher frequency than existing ones. For instance, the smart meter performs 

readings per second,  which is something crucial for enabling real time adaptation of 

generation and demand. 

With the usage of online aggregations, the consumption can be continuously known at 

any aggregation level that is forecasted within a really short term, along with its 

tendencies, its fluctuations, and possible peaks or detection of failures. These 

 

1 Davito, B., Tai, H. y Uhlaner, R. The smart grid and the promise of demand-side management. 

Smart Grid Summer 2010, pp. 38-44. McKinsey 2010. 
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aggregations can be computed for different areas, for a specific user or for a device 

type.  

Thanks to the ability to perform analytical queries over operational data, LeanXcale 

delivers real-time analytics. All these operations are made without ETLs. 

Thanks to Iguazu, any information volume can be processed. Short term forecasting 

models can be applied through the interface with the use of popular frameworks and 

can help to identify rate changes, incentives, or act over client devices when needed. 

LeanXcale, thus, is an active demand management program enabler. 

 

Conclusions 

As has discussed through the document, LeanXcale gathers a unique set of 

technological innovations that makes its use optimal in smart-grid architectures. 

LeanXcale can be used at several critical points within a traditional platform or as the 

single database of the system that can be easily integrated with other systems and 

common tools, and tested in a production environment: Kafka, Spark or BI tools. 

As has been detailed through this document, LeanXcale generates an inexpensive, 

more powerful and overall, more efficient, solution. 

 

About LeanXcale 

LeanXcale was founded by some of the best researchers in the field of distributed 

scalable databases. This group was further complemented by a group of engineers 

from several industries and a select set of advisors: Glenn Osaka, PayPal advisor (Elon 

Musk and Peter Thiel), and the guru of databases, Patrick Valduriez, are just a few 

notable contributors. 


