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Make your data warehouse process real-time data with LeanXcale  

A data-driven culture in organizations has become an invaluable asset in the race to win market 
share and customers. According to the McKinsey Global Institute, data-driven organizations are 
now 23 times more likely to acquire customers, six times more likely to retain customers, and 19 
times more likely to be profitable as a result of this approach. 

Successful data-driven companies focus on activating all available data related to their businesses 
by leveraging Business Intelligence (BI) tools, data warehouses, and data lakes. 

Changing a company’s culture requires time and effort. McKinsey suggests following the steps of 
choosing the right data, building models that predict and optimize business outcomes, and 
transforming the company’s capabilities. Within this third step, processes to define and implement 
such tasks as "develop business-relevant analytics that can be put to use" or "embed analytics in 
simple tools for the front lines" can take months or years to complete. However, the end of this 
transformative journey is an organization that will make decisions faster and smarter compared 
to its competitors. 

In recent years, fast-paced events like the 2015 Swiss Francs or 2010 Dow Jones flash crashes, 
the Fukushima earthquake, and Brexit had substantial economic impacts. Underlying technology 
based on extract-transform-load processes (ETL) and data warehouses have not been fast enough 
to let businesses make adequate decisions.  

To succeed in the data-analytics race, companies must process all information available and 
reduce the timeline for making decisions. These companies must also leverage previous 
investments in existing processes and systems. 

This document reviews how LeanXcale helps corporations become more agile and profitable by 
providing real-time analytical capabilities to existing data systems with minimum impact on 
current system maps. 

 

Technical challenges for a real-time data warehouse 

Data warehouses overcome some limitations on the state of the art of database technology and 
are excellent at performing complex analytical queries.  However, they are not designed to deal 
with operational workloads.  

In a typical organization, two different system types run in parallel. First, an operational database 
handles the real-time daily business tasks, and the second data warehouse enables the 
organization to analyze the full business picture. Usually, this picture can lag for hours or even 
days. So, McKinsey defines this infrastructure as the two-speed architecture. 



Make your data warehouse process real-time data with LeanXcale  

 

 

 

2 

Since standard data warehouses are not designed for fast-changing data, the need to handle real-
time data offers these following challenges.  

• Inject real-time data 
 

For a regular data warehouse to be efficient, it must bring in new data through a 
process of extracting, transforming, cleaning, and loading data from a source 
system through bulk transactions. This process typically involves a period during 
which data is not available for processing or analysis from the data warehouse. 
However, the notion of real-time data implies a continuum of intaking new 
information with no lack of availability. 
 

• Modeling new data 

Some approaches exist to link real-time data to the “slow” the data. However, 
modeling real-time data creates other issues, such as when real-time data is 
stored and is persistent, as well as how to best link it into the rest of the data 
model. 

• Query changing data 

OLAP and query tools assume the underlying data is static, and do not take any 
precautions against dynamic data. In some scenarios, real-time data can be 
processed with some internal inconsistencies resulting in the creation of 
confusing dashboards and misleading analyses. 

• Scalability and blocking 

Data warehouses are separated from operational databases because running 
complex analytical queries in parallel with inserts, updates, or deletes to the 
source is not feasible. 

The scalability of the data warehouse is a direct function of the quantity of data 
being queried and the number of users simultaneously running queries. Because 
a single data warehouse query is very demanding on the CPU, memory, and IO, 
heavy analytical queries can block operational updates for extended times, even 
minutes.  

Additionally, other issues exist, such as continuous updating that forces a data 
warehouse to implement multi-version concurrency control (MVCC).1 In other 

 
1 Multi-version concurrency control (MCC or MVCC) is a method commonly used by database management systems to provide 
concurrent read and write access. 
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cases, insertions can make analytical queries and dashboards take longer and 
directly impact the customer experience. 

 

How to make your data warehouse process real-time data  

LeanXcale allows standard data warehouses to respond to queries involving the freshest 
operational data through three features: the LeanXcale Speed Layer, LeanXcale Sync Layer, and 
LeanXcale Serving Layer. 

The LeanXcale Speed Layer extends the functionality of a data warehouse by providing the 
capacity to handle the insertion rate required by operational workloads. Periodically, the LeanXcale 
Speed Layer sends new information to the data warehouse consolidated in such a way that the 
data warehouse or data lake can handle. 

  

Figure 1. A real-time data warehouse leveraging a LeanXcale logical architecture. 

The LeanXcale Sync Layer observes all changes from applications to the operational database and 
sends them to the LeanXcale Speed Layer  in real-time. 

The LeanXcale Serving Layer combines the information stored in the data warehouse and the 
LeanXcale Speed Layer into a single result set. The LeanXcale Serving Layer can also include other 
data sources, such as data lakes that function as long-term storage (e.g., data more than two years 
old) or an unstructured data warehouse (e.g., customers' social network comments). LeanXcale 
interfaces these components transparently to be served to BI, dashboards, and other applications. 
These third-party components must query a new endpoint for all the views (typically redirecting 
the DNS) or just for the new elements that combine the complete historical picture with the latest 
data.  

Why LeanXcale can make a data warehouse process real-time data 
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The architecture of the LeanXcale technology avoids the issues mentioned above because it is 
built on the premise of ensuring database technical excellence. LeanXcale provides a simple 
architecture and innovative features to tackle these challenges experienced by typical data 
warehouses through the following solutions. 

Inject real-time data 

The LeanXcale Sync Layer and Speed Layer are designed to capture all changes in the 
operational database at any scale.  

The LeanXcale Sync Layer is a CDC (Change Data Capture) that communicates any 
change from the OLTP database to the LeanXcale Speed Layer. Also, all other ingestion 
mechanisms provided by LeanXcale can be used, such as a programmatic API, Logstash, 
or Kafka integration. 

 

The LeanXcale Speed Layer provides a low-latency relational key-value2 interface, called 
the KiVi, which offers a disruptive design that avoids thread context switches, thread 
synchronization, and NUMA remote memory access, making it extremely efficient and 
cost-effective. With this radical design based on its key-value, KiVi provides a low, single 
figure milliseconds latency access (even for the 99th slowest percentile), and because it is 
relational, it also offers easy-to-query SQL access. 

The LeanXcale Speed Layer flips the fresh data into a new data warehouse partition 
periodically (typically, once a day). 

This combination of features enables transparent, high-rate data insertion and full data-
warehouse availability. 

Model new data 

The LeanXcale Speed Layer is a relational database that plays the role of a fresh data 
cache. Being a relational database, LeanXcale can easily replicate the same schema of the 
data warehouse. LeanXcale also can aggregate values at insertion time without blocking 
or contention due to an exclusive concurrent semantic multi-version technology. 

As mentioned previously, the LeanXcale Speed Layer flips this fresh data into a new data 
warehouse partition periodically, and the data warehouse combines the historical and real-

 
2 Key-value store:  A simple database design that stores, retrieves, and handles associative arrays (i.e., map, hashtable, or 
dictionary). In this type of database, associative arrays are the fundamental data model where each key is associated with one 
and only one value in a collection. This relationship is referred to as a key-value pair.  These stores are typically used as real-time 
databases due to their good performance, but they do not provide all ACID properties. Some well-known key-values examples 
include DynamoDB, Redis, and Cassandra. 
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time data tables with a view, so they look like one logical table from the perspective of the 
query tool. 

Query changing data 
 

The only way to query without compromising a report’s internal consistency, data latency, 
or the user experience is to use an external, real-time data cache, as provided by the 
LeanXcale Speed Layer. 
 
Modern databases use MVCC to avoid conflicts between reads and writes, and the 
LeanXcale Speed Layer manages changing data because it is a multi-version relational 
database that provides a single snapshot to the Serving Layer. 
 
This LeanXcale Serving Layer uses its polyglot capabilities to integrate information from 
the data warehouse and the LeanXcale Speed Layer into a single result set. This polyglot 
capacity allows LeanXcale to perform a query that combines several data sources where 
each data source subquery is executed in its native language on each data store. These 
subquery result sets are then combined into a temporal table on the LeanXcale Serving 
Layer. Additionally, this polyglot capacity enables the integration of other data sources, 
such as data lakes, so that the LeanXcale Serving Layer can provide a single result set that 
combines all information transparently for third-party tools.   
In this scenario, the polyglot layer (i.e., the serving layer) combines fresh data (from 
LeanXcale) with archived data (in the data warehouse). 

 
Scalability and blocking 
 

Splitting old and fresh data into two systems preserves blocking between real-time data 
insertion and analytical queries. 
 
The LeanXcale Speed Layer is a relational database that scales linearly over commodity 
hardware. The limitation from relational database technology has been a lack of linear 
scalability experienced for more than 30 years. Traditional and modern transactional 
databases do not scale or, at best, scale in a very limited way because during the 
transactional processing, they perform some actions sequentially that inherently create a 
single node bottleneck, or they incorporate a centralized component that performs the 
transactional processing.  
 
LeanXcale can scale-out to hundreds of nodes due to its radical patented technology that 
maintains all ACID properties. One hundred nodes deliver 100 times the throughput of a 
single node, which handles up to billions of transactions per second. With this patented 
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method, transactions are processed and committed entirely in parallel without the need 
for coordination.  
 
Consistency is achieved by making concurrent snapshots of committed data visible as 
soon as they become consistent instead of delaying the execution or forcing sequential 
processing. In other words, instead of executing transactions sequentially or centrally to 
enforce consistency, transactions execute in parallel. Then, whenever a new consistent 
snapshot of the data is available, it is made visible to applications.  For more detail, watch 
this video. 
 
Additionally, LeanXcale features a novel, non-intrusive data migration algorithm that 
allows moving data between servers without disrupting operations, even while being 
updated, and maintaining full ACID consistency. This allows the addition of new servers 
while incurring no disruption due to no service downtime or degradation. 
 
So, the LeanXcale Speed Layer can cache as much information as the data warehouse 
needs because it can grow transparently with linear performance. 

How to choose an application to test the real-time data 
warehouse 

A set of applications exist with requirements that are not met by current data warehouse 
technology, and must be addressed with LeanXcale, including the following characteristics: 

• Need true real-time data, not near-real-time. 
• Involve high-speed data with more than 10-1000 transactions per second. 
• Require access by 10s, 100s, or more concurrent users. 
• Analyze real-time data in conjunction with historical information. 
• Involve some complex, multi-passing, analytical requests. 

The migration process is typically performed in four steps: 

a) Integration of the LeanXcale Sync Layer on the OLTP system. This phase duplicates the 
schema of the data warehouse in LeanXcale and ingests from the OLTP database in real-
time with no impact. This step also includes testing the required transformation and 
clearance from the LeanXcale Sync Layer to the LeanXcale Speed Layer. 
 

b) Creating a data warehouse replica. In this step, the reproduction does not receive the 
ETL input but directly from the LeanXcale Sync Layer with the purpose of validating both 
data warehouses have consistent information. 
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c) Integration of the LeanXcale Serving Layer by querying both systems (the replica data 
warehouse and the Speed Layer). This phase has the systems working end-to-end 
without impacting third-party applications using the data warehouse. 
 

d) Progressive migration from directly querying the data warehouse to the LeanXcale 
Serving Layer. The speed of this phase can be modulated to minimize the risk and 
impact on the core tasks. When the process is stable, the old data warehouse is 
shutdown. 

Benefits 

LeanXcale offers a substantial impact on a data-driven organization with its functionality and 
cost reductions. 
 
A company can make faster and smarter decisions by providing real-time (within one second) 
information to an analytical engine, which enables it to adapt faster to changes or unforeseen 
events. 
 
LeanXcale replaces the needs of ETL development and maintenance, as ETLs can account for 
80% of the cost of an IT department. 
 
Especially for an organization operating 24/7, LeanXcale removes the need to have data load 
windows during which times, data warehouses are typically not available. 

The integration is designed for leveraging the organization’s previous infrastructure investment by 
maintaining the current data warehouse interface with other systems. Processes do not need to 
be refactored, and they are sped up by leveraging the LeanXcale architecture. 

Conclusion 

Today, two-speed enterprise architecture is the most common design, but businesses and IT 
leaders must address the fundamental question: which systems within this architecture need to 
move faster?  

Typically, systems that must move faster are those that involve direct interactions with customers 
and where quick changes are required to create a competitive advantage.  

LeanXcale is the technology that can transform these business units by minimizing the cost and 
time consumption by leveraging the company’s previous investments and reducing the risk of 
failure through this critical digital transformation. 
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Resources 

• Visit www.leanxcale.com for more information or contact us at info@leanxcale.com. 
• Free trial (https://www.leanxcale.com/trial). 
• Documentation and drivers (https://www.leanxcale.com/company-resources). 
• Whitepapers and videos (https://www.leanxcale.com/company-resources). 
• Get a demo (https://www.leanxcale.com/get-a-demo). 
• Talks (https://www.leanxcale.com/talks). 
• Blog (https://www.leanxcale.com/blog). 

 
 


