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Introduction 

After the long process of liberalization initiated in 1997, the   distribution companies have 

stopped selling directly the energy, creating trading companies for that purpose. 

The traders face a series of challenges that need to be resolved d deep knowledge 

and forecast customer behavior. 

In order to extract the greatest value from the information available from clients and 

supply points, it is necessary to explore different types of grouping of these, in order to 

create an agreed offer that optimizes revenues, minimizing risks (price changes, 

changes of patterns of consumption, churn, etc.)  

For the preparation of this personalized offer, it is necessary to activate all internal 

information (CRM, Helpdesk) and historical consumption, as well as other sources 

(3rd party data, RRSS, public sources, etc.) 

This modeling of users allows: 

• Facilitate the acquisition of new customers, thanks to the information obtained 

from current customers. 

• Loyalty to current customers, to power create personalized and targeted 

offers by the preferred communication channel for each user  

• Create predictive models of payments that allow forecasting and minimizing the 

risk of defaults. 

Required technical characteristics of a database in this 

scenario 

In order to model and segment or cluster according to their behavior and information 

from internal or external sources, a database engine with a certain set of characteristics 

is necessary.  

On the one hand, this repository must be able to handle time series in an agile manner, 

since much of the information related to a CUPS are time curves. 

Another feature of this models is that they need information mainly from aggregations 

metric (daily consumption, monthly average consumption, category, etc.) 

The database has to be agile solving analytical queries (for example, average 

consumption of supply points belonging to people between 20 and 25 years, with a 

membership less than one year), but also has to be able to handle requests relating to a 

single CUPS, contract or client. 
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It must allow a high insertion rate, which minimizes the execution time of the ETL that 

ingests the data and maximizes the execution time of the machine learning processes. 

It has to be accessible in a simple way by machine learning frameworks that have the 

necessary algorithm to make predictions and segmentations of consumption and user 

behavior. 

Without these characteristics, the performance of these frameworks would not be 

necessary and the data would therefore not be exploitable. 

Why LeanXcale? 

LeanXcale was founded on the idea of technical excellence based data, trying to solve 

all the problems facing enterprise databases. This philosophy is found in the DNA of 

LeanXcale, and is incorporated in all aspects of the database, being the source of more 

than twelve disruptive technologies. The most relevant for this scenario are: 

• Iguazú: manages transactions efficiently distributed at any scale. It allows the 

linear scaling of transactions from one to hundreds of nodes maintaining all the 

ACID properties. In this way, it is achieved that 100 nodes give 100 times the 

power of a node. 

 

• HTAP: LeanXcale is a database to dealers, designed to both operational to 

run queries, as analytics, on these same operational data. This allows complex 

requests to be efficiently carried out (all users over 45 years old, less than 3 

years old, who spend less in February than January) or efficiently retrieve all the 

information from a single user. in 

 

• Online agregation: allows database to easily account for KPIs. Provides an 

innovative control of semantic concurrency that allows calculating aggregated 

KPIs as they are ingested the data. In this way, analytical aggregation 

queries (summations of consumptions in all the levels of the electrical hierarchy 

or of the possible created taxonomy) do not have any cost, since they only have 

to consult the relevant row of the corresponding aggregate KPI table. 

 

• KiVi: LeanXcale storage engine, KiVi, has been developed from scratch to 

maximize data ingestion. KiVi is a distributed relational key-value 

data warehouse. It provides the efficiency and scalability of the key-value, while 

maintaining the same capabilities as an SQL engine. Its architecture avoids the 

cost of context change, synchronization between threads, and avoids access to 

remote memory in NUMA architectures, making it extremely efficient. 
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• Integration with Frameworks Machine Learning: LeanXcale offers JDBC 

interfaces (integration with C3IoT or Data bricks), Apache Arrow (TensorFlow, 

Pandas, Spark), specific datasources for Spark, etc. 

All these features allow the machine learning frameworks to be used with the agility 

required by a productive environment of the size of a large energy company. 

Architecture  

Within an energy marketer, the type architecture with LeanXcale is the following: 

Figure 1: typical architecture with LeanXcale 

 

Source: elaboration own 

 

LeanXcale, through an ETL process, receives all the files related to the different CUPSs 

through KiVi to optimize the insertion speed. Within this process, online aggregations 

can be calculated so that analytical aggregation queries have a practically zero cost. 

LeanXcale can be a cluster as large or small as required by the volume of ingestion or 

requests by the machine learning framework. 

This machine learning framework will be able to interact very efficiently with LeanXcale, 

retrieving information from complex queries or relating to a single user. 

Benefits for the business 

The main advantages of using LeanXcale together with a ML/AI framework are: 
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• Higher LTV (Life Time Value): by being able to make more attractive offers 

and to foresee Churn cases efficiently, the average monthly benefit and duration 

of customers increases.  

• Lower CAC (Customer Acquisition Cost): To know the clients in depth and the 

power to detect clients in-the-market reduces the acquisition costs. 

• Reduce average fraud per user: To detect in real time, cases of fraud, allows to 

minimize the losses due to this cause. 


